
I am a PhD student in Applied Mathematics for the Life and Social Sciences at Arizona State University, and 
my advisor is Dr. Erik Johnston, Director of the Center for Policy Informatics. I am interested in the use of data 
science to improve the provision of public goods. Of particular interest are systems where machine learning 
advances collaborative problem solving while supporting continual process improvement with user-generated data. 
Over the past year I have been engaged in establishing a social venture to develop technology that facilitates 
detection, triage, and response for suicidal messages on social media. We call this technology ARKHumanity. This 
work intersects with many of the workshop themes, and I am eager to discuss these topics with workshop 
participants and other researchers interested in human-centered data science. 

I received my B.S. in Computer Science from Purdue University with a minor in Psychology. I conducted 
research in a variety of areas including computer science education and modeling human memory, and I found that I 
am most attracted to computational social science. I worked with Dr. Jennifer Neville on a computational stylistics 
research project, which I presented at the ACM SIGKDD Workshop on Social Media Analytics. My experience with 
text analysis helped me to understand the limitations of machine learning and why efficiently integrating human 
expertise is important for developing effective real world solutions. 

In 2013 I participated in the Eric & Wendy Schmidt Data Science for Social Good Fellowship in Chicago. This 
was a hugely influential experience that inspired me to pursue a career applying data science for public benefit. I 
have a great desire to contribute to and expand this community of practice. I was introduced to Chicago’s vibrant 
community of civic technologists through this fellowship and I was inspired by the positive impact they are having. I 
learned of Foodborne Chicago, an application that monitors Twitter for posts about food poisoning from users in 
Chicago and responds to these posts with a message requesting that the user fill out a form to report the incident to 
the Chicago Department of Public Health. Foodborne later inspired the development of ARKHumanity. 

Last year I attended Hacks for Humanity, a hackathon hosted by Project Humanities at ASU and focused on 
developing technology for social good. I did not arrive with a team or set project. One of the ideas I pitched was a 
redeployment of Foodborne Chicago, but this sparked a discussion on other applications of detection, triage, and 
response on social media. I was aware of an acquaintance that had posted a suicidal message to social media prior 
to taking his life. He hadn’t received a reply. All of the discussants had been impacted by suicide in some way and 
we concluded that there ought to be a stronger safety net so that individuals posting suicidal messages on social 
media get the help they need. We decided to develop a system to monitor Twitter for posts that indicate a risk of 
suicide so that counselors could verify the risk and reach out to provide help. We called the system ARKHumanity 
and our team won first prize at the hackathon. We have started an LLC and we are in the process of forming a 501c3 
nonprofit. We have established a partnership with a local suicide lifeline where we will conduct initial pilot testing, 
and we have won $17,500 in grants as seed funding to develop a sustainable business. 

ARKHumanity did not start out as an academic project, but it has been a very fertile ground for generating 
research questions. We are in the process of obtaining IRB approval to begin pursuing some of these research 
threads. The research questions that arise from this project have large overlaps with the workshop themes. Given 
the sensitive nature and high stakes of suicide risk, questions regarding ethics and privacy are paramount. Some of 
the other workshop themes we are interested to explore in relation to ARKHumanity include: 
• Scaling up qualitative data analysis – As the suicide lifeline volunteers perform triage they will generate the 

training data that will allow the machine learning system to more effectively detect positive cases and filter out 
negative cases. This will scale the capacity of the volunteers to identify and respond in instances of real risk. Can 
we accelerate this positive trajectory by using active learning to better understand categories of type I and type II 
errors? Are the volunteers more efficient or accurate at coding if we present similar cases together? 

• Understanding community data – There are communities within social media that seek to provide support for 
those who experience different risk factors for suicide such as eating disorders, self-harm, and depression. Can 
aggregate data help inform the activity of these communities so that they can more effectively provide support? 

• Deep ethnographic methods – By segmenting volunteers to preferentially receive triage and outreach tasks 
originating from the same community, they can develop deeper contextual understanding and increase their 
effectiveness. How else can we support the volunteers to bring an ethnographic lens to their work and to share 
what they learn? 

• Connecting across levels of analysis – What is the most effective way to detect and display relevant global 
information to provide useful context for triage? For example, if we observe a spike in usage of very similar 
phrases this could represent the spread of a meme or news story. 

• Health and well-being at micro and macro scale – Can we observe the contagion of suicidal ideation? Could 
understanding this contagion help inform strategies to contain the spread of suicide risk and to more effectively 
respond when suicides garner public attention? 

 Beyond my work on ARKHumanity, I have continued to seek other ways to contribute to the data science 
for social good community. This summer I joined the eScience Institute at the University of Washington in its 
inaugural Data Science for Social Good fellowship. There I worked on a project with the non-profit Third Place 
Technologies to develop metrics of community well-being from open data and social media. I served as a mentor at 
the second Hacks for Humanity hackathon this fall. I am also helping develop a community group, the Hacks for 
Humanity Hub, to host more frequent events beyond the annual hackathon and to grow and strengthen the network 
of participants. In addition to developing this community of practice, I hope to be an active participant in 
contributing to the establishment of a human-centered data science research community. 


